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1 Introduction

”Intelligence” is a natural language, ”folk psychology” concept, with all the
imprecision and contextuality that this entails. One cannot expect any com-
pact, elegant formalism to capture all of its meanings. Even in the psychology
and AI research communities, divergent definitions abound; Legg and Hutter
[6] lists and organizes 70+ definitions from the literature.

Practical study of natural intelligence in humans and other organisms,
and practical design, creation and instruction of artificial intelligences, can
proceed perfectly well without an agreed-upon formalization of the ”intel-
ligence” concept. Some researchers may conceive their own formalisms to
guide their own work, others may feel no need for any such thing.

But nevertheless, it is of interest to seek formalizations of the concept
of intelligence, which capture useful fragments of the natural language no-
tion of intelligence, and provide guidance for practical research in cognitive
science and AI. A number of such formalizations have been given in re-
cent decades, with varying degrees of mathematical rigor. Perhaps the most
carefully-wrought formalization of intelligence so far is the theory of ”univer-
sal intelligence” presented by Shane Legg and Marcus Hutter in [7], which
draws on ideas from algorithmic information theory.

Universal intelligence captures a certain aspect of the ”intelligence” con-
cept very well, and has the advantage of connecting closely with ideas in
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learning theory, decision theory and computation theory. However, my feel-
ing is that the kind of general intelligence it captures best, is a kind which
is in a sense more general in scope than human-style general intelligence.
Universal intelligence does capture the sense in which humans are more in-
telligent than worms, which are more intelligent than rocks; and the sense
in which theoretical AGI systems like Hutter’s AIXI or AIXItl [5] would be
much more intelligent than humans. But I believe it misses essential aspects
of the intelligence concept as it is used in the context of intelligent natural
systems like humans, or pragmatic artificially intelligence systems that have
been built so far or may feasibly be built in the future.

With this in mind, my goal here is to define a variant of universal in-
telligence that overcomes these perceived shortcomings, and better captures
the notion of intelligence as it is typically understood in the context of real-
world natural and artificial systems. I call this variant pragmatic intelligence.
The conceptual inspiration for the definition of pragmatic intelligence given
here is the semi-formalized definition of intelligence as ”the ability to achieve
complex goals in complex environments,” given in [4]. More specifically, the
definition given here begins by assuming a prior distribution over the space
of possible environments, and one over the space of possible goals, and then
defines the pragmatic intelligence of a system relative to these distributions.
The ”pragmatic” part, conceptually, lies in the relativity to these assumed
distributions. Rather than a truly broad mathematical general intelligence,
the kind of general intelligence we’re talking about here is specifically biased
toward certain environments and goals.

A variant definition is then presented, the efficient pragmatic general in-
telligence, which takes into account the amount of computational resources
utilized by the system in achieving its intelligence. Some theorists have ar-
gued that making efficient use of available resources is a defining characteris-
tic of intelligence; we are neutral on that point here, providing two variants of
pragmatic intelligence, one ignoring and one incorporating efficiency issues.

Finally, we also address the question of how the prior distributions that
lie at the center of the definition of pragmatic intelligence might be chosen,
exploring an approach in which the probability of a goal or environment is
determined in terms of compactness of expression in some language. This
provides the notion of intelligence with a social foundation; if one has a
community of agents sharing a common set of languages for communication,
then one may create a definition of pragmatic intelligence relative to these
languages and hence relative to the community.
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2 Legg and Hutter’s Definition of General In-

telligence

First we review the definition of general intelligence given in [7], as the formal
setting they provide will also serve as the basis for our definition of pragmatic
intelligence in the following section.

We consider a class Ω of active agents which observe and explore their
environment and also take actions in it, which may affect the environment.
Formally, the agent sends information to the environment by sending symbols
from some finite alphabet called the action space A; and the environment
sends signals to the agent with symbols from an alphabet called the perception
space, denoted P . Agents can also experience rewards, which lie in the reward
space, denotedR, which for each agent is a subset of the rational unit interval.

The agent and environment are understood to take turns sending signals
back and forth, yielding a history of actions, observations and rewards, which
may be denoted

a1o1r1a2o2r2...

or else

a1x1a2x2...

if x is introduced as a single symbol to denote both an observation and
a reward. The complete interaction history up to and including cycle t is
denoted ax1:t; and the history before cycle t is denoted ax<t = ax1:t−1.

The agent is represented as a function π which takes the current history
as input, and produces an action as output. Agents need not be determin-
istic, an agent may for instance induce a probability distribution over the
space of possible actions, conditioned on the current history. In this case
we may characterize the agent by a probability distribution π(at|ax<t). Sim-
ilarly, the environment may be characterized by a probability distribution
µ(xk|ax<kak). Taken together, the distributions π and µ define a probability
measure over the space of interaction sequences.

To define universal intelligence, Legg and Hutter then consider the class
of environments that are reward-summable, meaning that the total amount
of reward they return to any agent is bounded by 1. Where ri denotes the
reward experienced by the agent from the environment at time i, the expected
total reward for the agent π from the environment µ is defined as
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V π
µ ≡ E(

∞∑
1

ri) ≤ 1

where K(µ) is the Kolmogorov complexity (which denotes, essentially, the
length of the shortest program computing µ, Legg and Hutter then define

Definition 1 (Legg and Hutter). The universal intelligence of an agent
π is its expected performance with respect to the universal distribution 2−K(µ)

over the space of all computable reward-summable environments, E, that is,

Υ(π) ≡
∑
µ∈E

(2−K(µ)V π
µ )

It is then pointed out that Υ(π) = V π
ξ where ξ is the universal distribu-

tion implied by the Kolmogorov complexity, which means that, as Legg and
Hutter phrase it, ”the universal intelligence of an agent is simply its expected
performance with respect to the universal distribution.”

Which is all very elegant and inspirational, but seems quite far removed
from practical considerations of natural or artificial intelligences in the real
world.

3 Pragmatic General Intelligence

We now present a variation on Legg and Hutter’s universal intelligence, which
seems more relevant to real-world natural and artificial general intelligences.
We begin by introducing a second-order probability distribution ν, which is
a probability distribution over the space of environments µ. The distribu-
tion ν assigns each environment a probability. One such distribution ν is
the Solomonoff-Levin universal distribution in which one sets ν = 2−K(µ);
but this is not the only distribution ν of interest. In fact a great deal of
real-world general intelligence consists of the adaptation of intelligent sys-
tems to particular distributions ν over environment-space, differing from the
universal distribution.

Extending the Legg and Hutter framework described above, we introduce
the notion of a goal, meaning a function that maps finite sequences axs : t
into rewards. As well as a distribution over environments, we have need for
a conditional distribution γ, so that γ(g, µ) gives the weight of a goal g in
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the context of a particular environment µ. . We assume that goals may be
associated with symbols drawn from the alphabet G.

We also introduce a goal-seeking agent, which is an agent that receives
an additional kind of input besides the perceptions and rewards considered
above: it receives goals. In this extended framework, an interaction sequence
looks like

a1o1g1r1a2o2g2r2...

or else

a1y1a2y2...

if y is introduced as a single symbol to denote the combination of an
observation, a reward and a goal. It is assumed that the reward ri provided
to an agent at time i is determined by the goal function gi.

A goal may come with a natural time-scale, which is represented as a
Boolean indicator function over the integers. The Boolean value τg,µ(n) tells
whether it makes sense to evaluate performance on goal g in environment µ
over a period of n time steps (1 means yes, 0 means no).

If the agent is acting in environment µ, and is provided with gt = g for
the time-interval T = t ∈ {t1, ..., t2}, then the expected goal-achievement of
the agent during the interval is

V π
µ,g,T ≡

t2∑
t1

ri

where E is the space of computable, reward-summable environments.
We then propose

Definition 2. The pragmatic general intelligence of an agent π, relative
to the distribution ν over environments and the distribution γ over goals, is
its expected performance with respect to goals drawn from γ in environments
drawn from ν, over the time-scales natural to the goals; that is,

Π(π) ≡
∑

µ∈E,g∈G,T

ν(µ)γ(g, µ)τg,µ(|T |)V π
µ,g,T

where |T | denotes the length of the time-interval T (and in those cases
where this sum is convergent).
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This definition formally captures the notion of ”intelligence is achieving
complex goals in complex environments,” where ”complexity” is gauged by
the assumed measures ν and γ.

If ν is taken to be the universal distribution, and γ is also defined to
weight goals according to the universal distribution, then pragmatic general
intelligence reduces to universal intelligence.

Furthermore, it is clear that a universal algorithmic agent like AIXI [5]
would also have a high pragmatic general intelligence, under fairly broad
conditions. As the interaction history grows longer, the pragmatic general
intelligence of AIXI would approach the theoretical maximum; as AIXI would
implicitly infer the relevant distributions via experience. However, if signifi-
cant reward discounting is involved, so that near-term rewards are weighted
much higher than long-term rewards, then AIXI might compare very unfa-
vorably in pragmatic general intelligence, to other agents designed with prior
knowledge of ν, γ and τ in mind.

Indeed, the most interesting case to consider is where ν and γ are taken
to embody some particular bias in a real-world space of environments and
goals, and this biases is appropriately reflected in the internal structure of
an intelligent agent. Note that an agent need not lack universal intelligence
in order to possess pragmatic general intelligence with respect to some non-
universal distribution over goals and environments. However, in general,
given limited resources, there may be a tradeoff between universal intelligence
and pragmatic intelligence. Which leads to the next point: how to encompass
resource limitations into the definition.

3.1 Incorporating Computational Cost

Let ηµ,g,T be a probability distribution describing the amount of computa-
tional resources consumed by an agent while achieving goal g over time-scale
T . This is a probability distribution because we want to account for the
possibility of nondeterministic agents. So, ηµ,g,T (Q) tells the probability that
Q units of resources are consumed. For simplicity we amalgamate space and
time resources, energetic resources, etc. into a single number Q, which is
assumed to live in some subset of the positive reals. Then we may define

Definition 3. The efficient pragmatic general intelligence of an agent
π with resource consumption ηµ,g,T , relative to the distribution ν over envi-
ronments and the distribution γ over goals, is its expected performance with
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respect to goals drawn from γ in environments drawn from ν, over the time-
scales natural to the goals, normalized by the amount of computational effort
expended to achieve each goal; that is,

ΠEff (π) ≡
∑

µ∈E,g∈G,T,Q

ν(µ)γ(g, µ)τg(|T |)ηµ,g,T (Q)

Q
V π
µ,g,T

(in those cases where this sum is convergent).

Efficient pragmatic general intelligence is a measure that rates an agent’s
intelligence higher if it uses fewer computational resources to do its business.

Note that, by abandoning the universal prior, we have also abandoned
the proof of convergence that comes with it. In general the sums in the above
definitions need not converge; and exploration of the conditions under which
they do converge is a complex matter.

4 Communication Priors

The above definitions beg one large question: where do the prior distributions
come from?

A fair answer is that, in the case of real-world intelligences, these distri-
butions are implicit in the physical environments and embodiments of the
agents in question, and don’t need to be explicitly formalized.

But though we acknowledge the validity of that response, we also consider
it interesting to explore general methodologies for defining relevant priors;
and here we present an approach based on the idea that an environment or
goal should be considered more likely if it is more similar to something that
can be compactly communicated using a certain language. This concept has
been presented informally in [2], and here is described more rigorously.

To formalize this notion, we assume that the spaces E and G of environ-
ments and goals come supplied with metrics dE and dG. There are a number
of standard metrics on the space of probability distributions that may be
used in the case of E, e.g. the Fisher metric [1].

We also assume a formal language L suitable for describing elements of
E and G. We let len(L) denote the length of an expression L ∈ L. For any
z we let expr(z) denote the set of expressions L ∈ L that describe z; and,
we let expr(z, y) denote the set of expressions L ∈ L adequate to describe z
to a recipient who already knows all the minimal-length L-expressions for y.
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We may then define

Definition 4. The communication cost of µ relative to language L is

CE(µ) = minΩ(dE(Ω, µ)len(L)|L ∈ expr(Ω))

Similarly, for a goal g being considered relative to an environment µ, we
may define

Definition 5. The communication cost of g relative to environment µ
and language L is

CG(g) = minΩ(dG(Ω, g)len(L)|L ∈ expr(Ω, µ))

These costs are not probabilities, but they can be normalized into prob-
abilities, yielding distributions ν and γ to be used in evaluating pragmatic
intelligence. For example one might take

ν(u) = a−CE(µ)

ν(g) = b−CG(g)

for appropriate a, b; or one might choose some weighting less severe than
exponential.

The biggest difference between these costs and the universal measure, as
used in Legg and Hutter’s definition of universal intelligence, is the use of the
metrics dE and dG here. Put simply, here we are assigning high probability
to entities that are similar to simple entities, even if they are not simple
themselves. We are also separating goals from environments, whereas in
Legg and Hutter’s work the goals are ”rolled into” the environment.

In this approach to defining the priors, pragmatic intelligence emerges as:
the ability to achieve goals in environments, where more value is given to
those goals and environments that are compactly approximately describable
in the language of choice.

4.1 Extension to Natural Languages and Multiple Com-
munication Modes, and Speculative Implications
for Agent Architecture

Conceptually, the above approach seems meaningful even if one replaces the
posited formal language L with a natural language like English. One loses
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the easy formalization, but one still has a conceptually very sensible mea-
sure. One has an approach in which environments and goals are simpler if
they are similar to things that are compactly describable in English. One
may also extend beyond verbal communication and consider communication
that is gestural, pictorial, dramatic and so forth. In this approach to defining
the priors, pragmatic intelligence emerges as: the ability to achieve goals in
environments, where more value is given to those goals and environments
that are compactly approximately describable using naturalistic approaches
to communication. This is a highly social and subjective approach to intel-
ligence, which however can be made formal and rigorous to the extent that
one can formalize the modes of communication involved.

In [2] it is suggested that it may be interesting to explore prior distri-
butions called ”embodied communication priors,” based on communication
methods that correspond closely to specific known modes of human memory
[8], such as those depicted in the following table:

memory type communication type
declarative spoken and written language
procedural enacted demonstrations and real-time action corrections
episodic dramatizations
sensory depictions: visual, acoustic, etc.

It is conjectured there that, if one assumes prior distributions on goal
and environment space based on communication according a combination of
these modes given in the right column of the table, then it may occur that the
agents with the greatest efficient pragmatic intelligence are ones which con-
tain separate but intensely interactive internal functionalities corresponding
to the memory types in the left column of the table. Formalizing and validat-
ing this conjecture would require the introduction of significant mathematical
and conceptual machinery beyond what has been presented here. However,
this conjecture is an example of a pathway that we feel could lead to a con-
nection between the abstract theory of general intelligence as presented here,
and the practical considerations facing artificial general intelligence system
designers and cognitive scientists.
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5 Well-Correlated Situations: Exploring the

Relationship Between Environments, Goals

and Agent Architectures

We have stated above that, conceptually, pragmatic intelligence is all about
the matching-up between the internal structures of intelligent agents, and
the specific distributions over environment and goal space with respect to
which these agents are intended to be intelligent. The formalization of this
conceptual point is a subtle matter, and here we present some concrete,
though preliminary, ideas in this regard. Rather than providing answers, we
will restrict ourselves to suggesting what we think may be some interesting
questions and directions.

Specifically, the question we investigate in this section is: What prop-
erties should ν and γ, and the space Ω of agents, have so that patterns in
environment/goal pairs will be associable with patterns in agents that are
(efficiently pragmatically generally) intelligent with respect to those environ-
ment/goal pairs? To make the discussion simpler, we introduce the term
”context” as a shorthand for ”environment/interval triple (µ, g, T ).” Also,
for simplicity, we will assume here that the spaces of environments, goals
and agents are all finite, with algorithmic information bounded by some
large number N .

First we give some preliminary definitions, drawn from Appendix 1 of [3]:

Definition 6. Given a metric space (M,d), and two functions c : M →
[0,∞] (the ”simplicity measure”) and F : M → M (the ”production rela-
tionship”), we say that P ∈M is a pattern in X ∈M to the degree

ιPX =

((
1− d(F (P ), X)

X

)
c(X)− c(P )

c(X)

)+

This degree is called the pattern intensity of P in X.

For instance, if one wishes one may take c to denote algorithmic informa-
tion measured on some reference Turing machine, and F (X) to denote what
appears on the second tape of a two-tape Turing machine t time-steps after
placing X on its first tape. Other more naturalistic computational models
are also possible here and are discussed extensively in Appendix 1 of [3].
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Definition 7. The structure of X ∈M is the fuzzy set StX defined via the
membership function

χStX (P ) = ιPX

Definition 8. Assuming M is a countable space, the structural distance
is a metric dSt defined on M via

dSt(X, Y ) = T (χStX , χStY )

where T is the Tanimoto distance.

The Tanimoto distance between two real vectors A and B is defined as

T (A,B) =
A ·B

‖A‖2 + ‖B‖2 − A ·B
.

and since M is countable this can be applied to fuzzy sets such as StX
via considering the latter as vectors. (As an aside, this can be generalized to
uncountable M as well, but we will not require this here.)

Next, given a context (µ, g, T ), and a set Ω of agents, one may construct
a fuzzy set Agµ,g gathering those agents that are intelligent relative to the
context, i.e.

χAgµ,g,T (π) =
∑
Q

ηµ,g,T (Q)

Q
V π
µ,g,T

And, one may construct a fuzzy set Conπ gathering those contexts with
respect to which a given agent π is intelligent, i.e.

χConπ((µ, g.T )) =
∑
Q

ηµ,g,T (Q)

Q
V π
µ,g,T

Note that we have defined these using the efficient pragmatic general in-
telligence. One could make similar definitions leaving out the computational
cost factor Q, but we suspect that incorporating Q is a more promising di-
rection.

One may then define

Definition 9. The intelligence distance dIn is a metric on the space of
context triples (µ, g, T ), defined relative to a particular space Ω of agents as

dIn(X, Y ) = T (χAgX , χAgY )

where T is the Tanimoto distance.
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Definition 10. The context distance dCon is a metric on the space of
agents Ω, defined relative to a particular space of contexts µ, g, T as

dCon(X, Y ) = T (χConX , χConY )

where T is the Tanimoto distance.

We have now defined structural, intelligence and context distances. What
we suggest is that the most interesting situation, from the point of view of
pragmatic general intelligence, is when these various distances are closely
interrelated. Specifically, we suggest it may be interesting to study situa-
tions in which the following correlations exist between these various distance
measures:

• structural-contextual correlation: dCon and dSt are highly rank-correlated
in the space Ω of agents

• structural-intelligence correlation: dAg and dSt are highly rank-correlated
in the space of contexts ν, γ

Mathematical investigation of the assumptions under which these corre-
lations hold, would seem an important area of pursuit. One conjecture we
have is that these correlations will generally be much higher if the definitions
are (as above) created in terms of efficient pragmatic general intelligence,
than they would be if comparable definitions were made using the ”raw”
pragmatic general intelligence. The intuition underlying this is that the re-
quirement of computational efficiency forces the agent to embody some of
the structure of the environment in order to carry out efficient learning. If
there is no efficiency requirement, then a very generic agent may be able to
display very effective goal-seeking behavior.

In the case that these correlations hold, one can make the following con-
ceptual argument that patterns in contexts correspond to patterns in agents
that display intelligence relative to those environments:

1. Suppose that agents π1 and π2 share patterns, i.e. dSt(π1, π2) is small

2. Then, according to structural-contextual correlation, dCon(π1, π2) is
likely small, which means that there are likely to be many contexts
in which both π1 and π2 are both effectively performant

12



3. Suppose C1 and C2 are two of these contexts (which have high mem-
bership degree in both χConπ1

and χConπ2
). Then, dAg(C1, C2) may be

small, since both π1 and π2 lie in both χAgC1
and χAgC2

4. But, according to structural-intelligence correlation, dSt(C1, C2) is likely
small too, meaning that C1 and C2 share common patterns

The tricky step in this train of thought comes between Steps 2 and 3. Here
there is a sort of ”independence assumption”, where it is assumed that the set
S1 of contexts that is effectively performed-in by the agent-pairs that cause
the structural-contextual correlation to be large, is reasonably overlapping
with the set S2 of contexts that cause the structural-intelligence correlation
to be large. There is no reason in general to think that S1 and S2 would not
overlap significantly, but there is also no reason to assume that they will do
so.

One may make an additional assumption to this effect, namely the C and
D terms in the following:

Definition 11. A set Ω, ν, γ is a well correlated situation to degree
Wcorr = A ∗B ∗ C ∗D where

• A = corr(dCon, dSt)

• B = corr(dAg, dSt)

• C = corr(rank(dCon(π1, π2))− rank(dSt(π1, π2)),∑
C1,C2

χCon(π1)(C1)χCon(π2)(C2)(rank(dAg(C1, C2))−rank(dSt(C1, C2))))

• D = corr(rank(dAg(C1, C2))− rank(dSt(C1, C2)),∑
π1,π2

χAg(C1)(π1)χAg(C2)(π2)(rank(dCon(π1, π2))− rank(dSt(π1, π2))))

where corr denotes the rank correlation, and for instance rank(dCon(π1))
denotes the rank of dCon(π1) in the ordering of all dCon(π) values.

It then follows that, if one has a well-correlated situation, then

• if one has a pair of agents (π1, π2) sharing an atypically large amount
of common pattern, and they are both intelligently performant in two
contexts C1 and C2, then it is atypically likely that C1 and C2 share an
atypically large amount of common pattern
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• if one has a pair of contexts (C1, C2) sharing an atypically large amount
of common pattern, and they are both intelligently performed in by two
agents π1 and π2, then it is atypically likely that π1 and π2 share an
atypically large amount of common pattern

One might turn this into a theorem in various ways – for example, by
replacing ”atypically large” with ”ranked in the top x fraction.” For instance,
the first of the above bullet points may be provided a weak formalization as:

Theorem 1. Consider a setting as described above, with Ω, ν, γ in a well-
correlated situation with degree Wcorr. For all R3, there exists R1, R2, and
W so that if

• Wcorr ≥ W

• dSt(π1, π2) is ranked in the top R1 fraction of distance values, calculated
over all agent pairs

• the fuzzy set memberships χConπ1
(C1), χConπ1

(C2), χConπ2
(C1), χConπ2

(C2)
are all ranked in the top R2 fraction of χConπ values measured across
all π ∈ Ω

then dSt(C1, C2) is ranked in the top R3 fraction of all distance values,
calculated over all context pairs.

What this theorem says is that if the situation is sufficiently well-correlated,
then you can get arbitrarily high similarity between sets of contexts by choos-
ing these contexts to correspond to sufficiently ”high-intelligence contexts”
for sufficiently similar agents. This is a very weak sort of theorem, which
would need to be strengthened tremendously in order to have any real appli-
cability to practical intelligences and their environments. It is presented here
only as a simple, initial example of the ways in which the ideas presented
may be combined to yield rigorous results.

Our point in this section has not been to present specific results that we
believe are of direct value, but rather to indicate what we believe is a valuable
direction for investigation: namely, the study of circumstances under which
patterns in contexts and patterns in agents can be cross-correlated. We have
sketched some ideas regarding what sorts of circumstances may have this
property (”well-correlated situations”), but clearly this area of investigation
is at the very beginning.
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An interesting, potentially important hypothesis is that if one takes a
multimodal communication prior as defined in the previous section, and also
takes a population of intelligent agents communicating according to the mul-
tiple modes reflected in the prior, then one obtains a well-correlated situation
in the present sense. Intuitively, we consider it likely this is true, but a rigor-
ous demonstration in this regard would require considerable additional work.

6 Conclusion

Beginning from Legg and Hutter’s formalization of universal intelligence, we
have sought to explore the nature of pragmatic, real-world general intelligence
using related formal mechanisms. The modification of Legg and Hutter’s
definition to encompass probability distributions other than the universal
distribution is a simple matter; the introduction of additional terms gauging
computational resource utilization is less so, but still formally straightfor-
ward. When things become subtle is when one asks what particular prior
distributions are of interest for real-world general intelligence. We have ex-
plored two directions in this regard: the communication prior, and the notion
of well-correlated situations. Both of these directions are somewhat specula-
tive, yet we believe worthy of additional attention. It is by further seeking
abstract characterizations of the prior probability distributions relevant to
real-world intelligences that the formal theory of general intelligence may
potentially be made relevant to practical work in cognitive science and arti-
ficial intelligence.
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